§Algorithms for the Broadcast Communication Model

· The broadcast communication model

Single-channel broadcast communication model.
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Processors communicate via a shared common bus.

When a processor broadcasts message, all processors can hear.

· Finding the minimum [Levitan 1982, Levitan and Foster 1982]
Example:

· Input data: 6, 7, 1, 4, 8, 2, 3, 5.

· Each processor stores one number.
· Broadcasting rule: Only the number smaller than the current minimum can be broadcast.

· Termination condition: No processor broadcasts.

· One possible successful broadcasting sequence : 7,4,2,1.

· # of successful broadcasts : O( log n ) in average.

Example:
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7 broadcasts
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4 broadcasts
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2 broadcasts
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1 broadcasts
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No processor can broadcast.

Terminate.

Time complexity for finding the minimum:

· worst cast : O(n)

· average case :
Method 1:
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[ref.: R. Dechter and L. Cleinrock 1986, IEEE Trans. On Computer, pp. 210-219]

Method 2:
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Get the max.

at the first time

Not the max.

T(n) 
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[ref.: S. P. Levitan anc C. C. Foster 1982, Proc. of Int. Symp. Computer Architecture, pp.321-325]

Method 3: (ref.: C. B. Yang et al. ICS 1988, pp.1451-1456)

<Lemma> Given a1 < a2 < …< an, the probability of ai being broadcast, denoted as PBn(i), is 
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Proof:
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ai+1 is broadcast.

ai+1 is not broadcast.

a1, a2, …, ai, ai+1, …, ak, ……
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Thus, T(n) 
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· Conflict resolution scheme

n : number of processors

· Ideal scheme : O(1)

· Binary exponential backoff [Metcalfe and Boggs 1976] : O(log n) in average.

· Tree algorithm [Capetanakis 1979a, Capetanakis 1979b]: O(log n) (best)

· Willard’s algorithm [Willard 1984]: O(loglog n) in average (best).

· The layer concept for maximum finding
[Ref.: S. H. Shiau and C. B. Yang 1996, Information Processing Letters, pp. 81-89.]

An example for the layer concept in maximum finding:
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Algorithm Maximum-Finding : Maxfind(C)

Step 1: Each processor sets an initial return value r= ((.

Step 2: Each alive data element in C broadcasts its value.

Step 3: There are three possible cases :

Case 3a: If a broadcast conflict occurs then

Step 3a.1 each alive data element in C flips a coin. All which get heads form C’ and bring themselves to the upper layer.

Step 3a.2 r = Maxfind(C').

Step 3a.3 go to Step 2.

Case 3b: If one data element successfully broadcast its value, each processor sets r to this value. Each element smaller than or equal to r drops out (becomes dead). Return r.

Case 3c: If no data element broadcasts, return r. (C is empty or all data elements of C are dead.)

Analysis:

Tn: # of time slots required for finding the maximum of n elements. (time slots include : conflict slots, empty slots, successful slots )

T0 = 1

T1 = 1

T2=
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( T2 = 5
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Assume the data elements are 1,2 and 3. s: silence c: conflict sb: successful broadcast.

Fig.: The eight cases when the number of input data elements is three.
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Theorem: 
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· Sorting

Straightforward sorting

Repeatedly finding the minimum 

( selection sort )

time complexity:
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Resolution time

Finding minimum

· Levitan’s sorting algorithm [Levitan 1982]

Example :

· Input data : 6, 7, 1, 4, 8, 2, 3, 5.

· Each processor stores one number and maintains a linked list.

· # of successful broadcasts : O(n)

· Time complexity : O(nlogn)
(n numbers, n processors)

broadcasting

sequence

Linked list
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· Dechter and Kleinrock’s sorting algorithm:

Example:

input : 6, 7, 1, 4, 8, 2, 3, 5.

After a data element is broadcast successfully, it records its successor.

Broadcasting sequence


7


4
The successor of 7 is 4

2
The successor of 4 is 2

1
The successor of 2 is 1

N
The min. is 1

2
Rebroadcast

N
The min. is 2

4
Rebroadcast

3
The successor of 4 is 3

N
The min. is 3

4
Rebroadcast

N
The min. is 4

7
Rebroadcast

5
The successor of 7 is 5

N
The min. is 5

7
Rebroadcast

6
The successor of 7 is 6

N
The min. is 6

7
Rebroadcast

N
The min. is 7

8


N
The min. is 8

We do not need to maintain a linked list in each processor. We have to record the successor of each data element.

Time complexity:

At most 2n-1 successful broadcasts are required.

O(n log n). ( n numbers, n processors)

· Conflict-free single-channel sorting algorithm

· Apply enumeration sorting
· The definition of rank
S={ 10, 16, 2, 20, 5 }

rank(10) = 2, rank(16) = 3, rank(2) = 0

rank(20) = 4, rank(5) = 1

· Example for single-channel sorting:

Initialization:

Processor 1 : 10, 16, 2, 20, 5

Processor 2 : 14, 13, 7, 12, 6

Processor 3 : 4, 9, 18, 11, 15

After sorting in each processor:

Processor 1 : 2, 5, 10, 16, 20 (0,1,2,3,4)

Processor 2 : 6, 7, 12, 13, 14 (0,1,2,3,4)

Processor 3 : 4, 9, 11, 15, 18 (0,1,2,3,4)

Broadcasting steps:

After processor 1 broadcasts:

Processor 1: (0, 1, 2, 3, 4)

Processor 2: (2, 3, 5, 6, 7)

Processor 3: (1, 3, 5, 6, 8 )

After processor 2 broadcasts:

Processor 1: (0, 1, 4, 8, 9)

Processor 2: (2, 3, 5, 6, 7)

Processor 3: (1, 5, 7, 11, 13)

After processor 3 broadcasts:

Processor 1: (0, 2, 6, 12, 14)

Processor 2: (3, 4, 8, 9, 10)

Processor 3: (1, 5, 7, 11, 13)

How to update ranks?

Two-way ranking:

Applying the concept of the two-way merge.

e.g. ( 0, 1, 2, 3, 4 ) ranks
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Time complexity of the sorting algorithm :
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where n : number of data elements

 p : number of processors

[Lemma 1] Let a1, a2, …, an be a sorted sequence where a1 ( a2 ( … ( an. Suppose that these n data elements are stored in p processors arbitrarily. The number of data elements stored in processor i is ni, 1 ( i ( p. Let nj be the maximum among all ni’s, 1 ( i ( p. if nj < n/2, there exists one case such that for each data element ak, 2 ( k ( n, its predecessor ak-1 is not stored in the same processor with ak.

Proof:

rearrange :
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Case 1. k is odd.
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There are 
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 data elements in one processor.

It is contradictory to that nj<
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Case 2. k is even. Similarly.

[Lemma 2] Under the single-channel broadcast communication model, the time required for an algorithm using p processors, p ( 1, to sort n numbers is ((n).

Proof:

Suppose that ni data elements are loaded into processor i.
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We must compare each data element at least with its predecessor.

Case 1. 
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The time required for processor j is at least 
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By Lemma 1, at least 
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 successful broadcasts are required to compare a2 , a4 , …, an with their predecessors respectively. ( ((n)

· Under any parallel computation model, the time required for an algorithm using p processors, p(1, to sort n data elements is at least 
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· Under the single-channel broadcast communication model, the lower bound for an algorithm using p processors, p(1, to sort n data elements is 
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[Theorem] The sorting algorithm is optimal.

Proof:

Case 1. 
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Case 2. 
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· Multi-channel broadcast communication model
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Processors share k common channels.

· Column Sort

Example :
1
4
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8
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(a) Input.

(b) Step 1.

(c) Step 2.
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(d) Step 3.

(e) Step 4.

(f) Step 5.
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1
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3
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1
6
12
(
1
7
13
(
4
10
16

2
8
13
(
2
8
14
(
5
11
17

(g) Step 6.

(h) Step 7.

(i) Step 8

(Output)

Constraint: n ( k2 ( k ( 1 ).
k : number of columns.

· Marberg and Gafni’s sorting algorithm [Marberg and Gafni 1985]

· n numbers, p processors, k channels and n ( k2 ( k ( 1 )
· Apply the column sort.
· Conflict-free
· Time complexity : O((n/k)log(n/k)).
· An improvement

· Apply the single-channel sorting.
· Time complexity : O((n/p)log(n/p)+ n/k)
· Bitonic sorting

Example:
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· Multi-channel sorting

Example: n = 16, p = 8, k = 2.
group 0
group 1
group 2
group 3

( 7, 9 )
( 6, 4 )
( 14, 2 )
( 8, 12 )

( 10, 5 )
( 1, 3 )
( 11, 13 )
( 16, 15 )

Apply single-channel sorting

( 5, 7 )
( 1, 3 )
( 2, 11 )
( 8, 12 )

( 9, 10 )
( 4, 6 )
( 13, 14)
( 15, 16 )

Applying bitonic sorting
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· Merging-splitting of two groups

Example :
Input:

[image: image52.png]10, 12
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Broadcasting sequence:

4, 1, 2, 3, N, 6, 5, N, 7, N, 8, N, 9, N, 11, 10, N, 12.

Output:
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· Time complexity: linear time.

Algorithm Conflict-Free-Multi-Channel Sorting

Input: A set of n numbers.

Output: A sorted sequence consisting of the n input numbers.

Architecture: p processors sharing k communication channels.

Assumption: p divides n, 2k divides p and k = 2m-1 where m is a positive integer. The p processors are divided into 2k groups with equal sizes. These 2k groups are numbered by 0, 1, 2, …, 2k-1. Each processor is numbered by a pair of indices ( i, j ) where 0 ( i ( 2k-1 and 0 ( j ( 
[image: image54.wmf]k

p

2

-1. The first index is the group index and the second index is the processor index within that group. These k channels are also numbered by 0, 1, 2, …, k-1.

Initialization: Each processor stores n/p numbers.

Final: Each processor stores a sorted sequence with n/p numbers. All numbers in processor ( i, j ) are smaller than those in processor ( u, v ) if i < u, or i = u and j < v.

Step 1: For each group i, 0 ( i ( k-1, the processors of group i share channel i to sort the data stored in the processors of group i by using Algorithm Conflict-Free-Single-Channel-Sorting. After sorting, each processor stores a sorted sequence with n/p numbers and all numbers stored in processor ( i, j ) are smaller than those store in processor ( i, j+1 ) for 0 ( i ( k-1, 0 ( j ( 
[image: image55.wmf]k
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Step 2: The processors of group i+k, 0 ( i ( k-1, share channel i to sort the data stored in the processors of group i+k as do in step 1.

Step 3: Viewing each group as a data element, use bitonic sorting as the basic parallel sorting algorithm. Each comparison-exchange of two data elements is replaced by a merging-splitting of two groups which is performed by using one channel.

The binary representation of i :

im-1  im-2  …  i2  i1  i0
the pivot bits for successive stages:
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subsequence
1
2
3

m

For the kth subsequence:

m(k shuffles

k shuffles-comparison-exchanges.

When two groups of data are merged and split, their current indices differ in the rightmost bit.

Delete the rightmost bit, we obtain a channel index, which is the index of the channel used to merge the two groups.

For the kth subsequence, the mask bit of i :

0(im-1(im-2(…(ik
if mask bit = 0 then (
if mask bit = 1 then (
· Channel schedule and mask bits

group





number
stage 1
stage 2
Stage 3
Stage 4

0
(0,0)
(0,0)(0,0)
(0,0)(0,0)(0,0)
(0,0)(0,0)(0,0)(0,0)

1
(0,0)
(4,0)(0,0)
(2,0)(4,0)(0,0)
(1,0)(2,0)(4,0)(0,0)

2
(1,1)
(0,0)(1,0)
(4,0)(0,0)(1,0)
(2,0)(4,0)(0,0)(1,0)

3
(1,1)
(4,0)(1,0)
(6,0)(4,0)(1,0)
(3,0)(6,0)(4,0)(1,0)

4
(2,1)
(1,1)(2,1)
(0,0)(1,0)(2,0)
(4,0)(0,0)(1,0)(2,0)

5
(2,1)
(5,1)(2,1)
(2,0)(5,0)(2,0)
(5,0)(2,0)(5,0)(2,0)

6
(3,0)
(1,1)(3,1)
(4,0)(1,0)(3,0)
(6,0)(4,0)(1,0)(3,0)

7
(3,0)
(5,1)(3,1)
(6,0)(5,0)(3,0)
(7,0)(6,0)(5,0)(3,0)

8
(4,1)
(2,1)(4,1)
(1,1)(2,1)(4,1)
(0,0)(1,0)(2,0)(4,0)

9
(4,1)
(6,1)(4,1)
(3,1)(6,1)(4,1)
(1,0)(3,0)(6,0)(4,0)

10
(5,0)
(2,1)(5,1)
(5,1)(2,1)(5,1)
(2,0)(5,0)(2,0)(5,0)

11
(5,0)
(6,1)(5,1)
(7,1)(6,1)(5,1)
(3,0)(7,0)(6,0)(5,0)

12
(6,0)
(3,0)(6,0)
(1,1)(3,1)(6,1)
(4,0)(1,0)(3,0)(6,0)

13
(6,0)
(7,0)(6,0)
(3,1)(7,1)(6,1)
(5,0)(3,0)(7,0)(6,0)

14
(7,1)
(3,0)(7,0)
(5,1)(3,1)(7,1)
(6,0)(5,0)(3,0)(7,0)

15
(7,1)
(7,0)(7,0)
(7,1)(7,1)(7,1)
(7,0)(7,0)(7,0)(7,0)

Time complexity of the multi-channel sorting:

O((n/p)log(n/p)+(n/k)log2k)
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_950362560.unknown

_950391530.unknown

_956260053.unknown

_956260367.unknown

_956265374.unknown

_950393273.unknown

_950393375.unknown

_950393397.unknown

_950393232.unknown

_950362797.unknown

_950362838.unknown

_950362578.unknown

_950361637.unknown

_950362123.unknown

_950362127.unknown

_950361677.unknown

_950361573.unknown

_950361621.unknown

_950361361.unknown

_950353428.unknown

_950357815.unknown

_950360704.unknown

_950356862.unknown

_950353240.unknown

_950353272.unknown

_950353169.unknown

_950343630.unknown

_950345326.unknown

_950345489.unknown

_950348547.unknown

_950345458.unknown

_950345082.unknown

_950345145.unknown

_950344712.unknown

_950342503.unknown

_950343112.unknown

_950343286.unknown

_950342885.unknown

_950342046.unknown

_950342107.unknown

_950341918.unknown

