§ Sorting

· Sorting on a linear array

(odd-even transposition)
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time:



 odd-even steps.

cost = 
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2 ways for reducing cost:

(i) reduce running time

(ii) reduce # of processors

Reducing running time is hopeless since the lower bound for sorting on a linear array of n processors is 
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N processors are available, N < n.

Each processor stores 

 data elements.

Stage 1: Sort sequentially in each processor.

Stage 2: Odd-even transposition sort.  Each com-parison-exchange is replaced with a merge-split.

time: 
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The algorithm is cost optimal when 
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· Odd-even merge sort

time: 
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 EMBED Equation.2  
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· Bitonic Sorting

Define: 
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 and 
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or (2) The sequence can be shifted cyclically so that (1) is satisfied.

e.g. bitonic sequences:

5, 8, 19, 21, 17, 15, 13,10 




5,8, 10, 13, 15, 17, 19, 21




21, 19, 17, 15, 13, 10, 8, 5




19, 21, 17, 15, 13, 10, 5, 8




15, 13, 10, 5, 8, 19, 21, 17




17, 15, 13, 10, 5, 8, 19, 21




There are only six types of bitonic sequences.

· Bitonic merge

e. g. 
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These two result sequences are bitonic and each of {5, 8, 13, 10}

 each of {17, 15, 19, 21}

＜Theorem＞
Given a bitonic sequence
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. Then these two sequences 
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Proof:


type (b) bitonic sequence:




type (a)

bitonic sequence:


Case 1: 
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Case 2: 
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type (d) 
bitonic sequence:


Case 1: 
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Case 2: 
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Other types of bitonic sequences can be proved similarly.

e.g.
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Algorithm : Bitonic Sorting

Input: A set 
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Output: A sorted sequence of 

.

Step 1:
Let B = { a1, a2, …, an } and C = { an+1, an+2, …, a2n }. Recursively apply this bitonic sorting to sort B into one increasing sequence and sort C into one decreasing sequence. Thus B = { b1, b2, …, bn } and C = { bn+1, bn+2, …, b2n} where 
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 EMBED Equation.2  
 and 
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Step 2:
For 
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, perform the following steps in parallel 
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Step 3:
Recursively apply Step 2 to sort U = { u1, u2, …, un } and 
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 into two increasing sequences respectively. Concaten-ate U and V to be the output sequence.
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Complexity: 




Same as odd-even merge sorting.


Bitonic sorting can be implemented in a shuffle-exchange network.

· Bitonic sorting on shuffle-exchange networks

(ref. H. S. Stone, “Parallel Processing with the Perfect Shuffle”, IEEE Trans. Computers, Vol. C-20, No. 2, Feb. 1971, pp. 153-161.)
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binary representation of i:
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After m shuffles, each data element will be moved to its 

origial position.

bitonic sorting




the index patterns:

stage 
1
2
3
4
5
6


0
0
0
0
0
0


1
2
1
4
2
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1
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3
3
5
3
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5
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5
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6
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the rearranged index patterns:

stage 
1
2
3
4
5
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0
0
0
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5
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5
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a bitonic sorting network using shuffle configurations:







binary representation of 

:
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pivot bit: the bit position in which the indices of two comparands differ.

The pivot bits for successive stages:

Subsequence :
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for the kth subsequence:
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shuffle-comparison-exchanges

how to decide to perform[image: image44.bmp]or[image: image45.bmp]in each processor?

if mask bit = 0, then [image: image46.bmp]
= 1, then [image: image47.bmp]
for the lst subsequence, the mask bit of 
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for the kth subsequence, the mask bit of 
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how to compute mask bits?

Subsequence 1: 
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Subsequence 2: 
[image: image55.wmf]¬

mask
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Subsequence k: 
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· Bitonic sorting on the n-cube connected networks
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modified bitonic sorting:

subsequence

1

2

3


For the binary representation of each node, we add one more “0” to its head. e.g. n=2

00
01
10
11
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how to decide to perform 

 or 

 in each processor (node)?

For each ith subsequence, if the ith bit of one node is 1, then 

, else 

.

Algorithm: n-cube-bitonic-sort

Input: A sequence of data randomly stored in 

 processors.

Output: A sorted sequence.

For i = 1, 2, ..., n do

For j = i-1, i-2, ..., 0 do

for all pairs of L and K,

compare and exchange (L,K) where L and K are two neighboring nodes whose jth bits are different. The comparison is performed in the node whose jth bit is zero. If the ith bit of this node is 1(0), it will keep the larger (smaller) number and the smaller(larger) number will be sent to the other processor.

· Enumeration sort on CREW

Calculate the rank of each element.

Processors: 
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e.g. input data 4, 7, 9, 5


4
7
9
5
rank

4
0
0
0
0
0

7
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1
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1
0
1
3

5
1
0
0
0
1

the algorithm:

Step 1: Each processor compares one pair of data.

Step 2: Perform summation in each row.

· Enumeration sort on CRCW (Sum the 

Processors: 
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The algorithm:

For each element, n-1 processors compare it with others and write the result to the same memory location.

· Minimum finding on CRCW

The data written to the same locations are identical.

Assume that all data elements are distinct. Use 
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 processing elements to perform comparisions.

PE(i,j) compares 
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Initially, 
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if 
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else PE(i,j) does nothing.

Only one 
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 at the end of the comparisons. 

Time complexity: 
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· Hirschberg’s sorting algorithm

model: CREW PRAM

processors: 
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the algorithm:

Step 1: Partition the n numbers into 

 groups, each having 

 elements.

Step 2: Within each group, perform the enume-ration sorting by using 
[image: image78.wmf](
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 processors.

Step 3: Each element uses 

 processor to perform binary search in all groups. Thus, the ranks for each element in all group are obtained.

Step 4: Each element use 

 processors to add its ranks.

Ref. D. S. Hirschberg, “Fast Parallel Sorting Algorithm”, CACM, Vol. 21, No. 8, Aug. 1978, pp. 657-661.

· A sorting algorithm on EREW

procedure EREW SORT (S)

if 
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then QUICKSORT (S)

else (1) for i=1 to k-1 do

PARALLEL SELECT (S,
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(3) for i=2 to k-1 do
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end for

(4) 
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(5) for i=1 to k/2 do in parall

EREW SORT 


end for

(6)
for 
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 to k do in parall

EREW SORT 


end for

end if.

□
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Why 
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time: 
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· Cole’s Sorting algorithm

model: CREW PRAM (The improved version can be run on EREW)

processors: 


time: 


main idea: Cole proposed a parallel merging scheme in 

 time by using the concept of good samplers. 

The merging scheme is implemented on a tree-like structure:




Eventually, each node in level 

 will contain a sorted sequence of length 

. The final result is produced by the root node.




Type 1 merging: 
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 and 
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 have assembled less than 
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 elements. Node 
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 picks up every fourth element in the sorted sequences stored in nodes 
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 and 
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 and merges them.

Type 2 merging: 
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 and 
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 have assembled 
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 elements.

Step 1: Node 
[image: image104.wmf]c

 picks up every fourth element in the sorted sequences stored in nodes 
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 and 
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 and merges them.
Step 2: Node 
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 picks up every second element in the sorted sequences stored in nodes 
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 and 
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 and merges them.

Step 3: Node 
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 picks up every element in the sorted sequences stored in nodes 
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 and 
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 and merges them.

e.g. input data: (16 elements)

24, 20, 11, 3, 12, 19, 21, 4, 8, 31, 25, 5, 10, 16, 23, 30

t = 0
Each node in 

 stores one element.

t = 1
For each node in 

, 

.

Each node in 

 starts a type 2 merging.

No action, 

 no fourth element.

t = 2
No action, 

 no second element.

t = 3
Each node in 

 picks up every element in 

 and merges them.
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t = 4
In each node of 

, there are 

 elements. Each node in 

 starts a type 2 merging. No action, 

 no fourth element.

t = 5
Each node in 

 merges the second elements.




t = 6
Each node in 

 merges all elements of its sons.




t = 7
Each node in 

 has 

 elements. Each node in 

 starts a type 2 merging. ( merges the fourth elements. )




t = 8 
Each node in 

 merges the second elements.
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t = 9 action 1: Each node in 

 merges all elements.

action 2: Each node in 

 performs a type 1 merging.
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t = 10
Each node in 

 has 

 elements. Each node in 

 starts a type 2 merging. ( merges the fourth elements. )




t = 11
Each node in 

 merges the second elements.




t = 12
All elements are merged with good sampler 4, 8, 12, 16, 20, 24, 25, 31.

The behavior of Cole’s algorithm when 

:


1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18

L1
0
0
2
















L2



0
2
4













L3






2
4
8










L4








2
4
8
16







L5










2
4
8
16
32




L6












2
4
8
16
32
64

An underline represents a type 1 merging.

Def: Let A and B be two sorted sequences. A is a good sampler of B if between every k+1 consecutive elements in 

, there are at most 2k+1 elements in B.

e.g. 
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 consists of every second element of B. 
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 consists of every fourth element of B. Then 
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 is a good sampler of B. 
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 is a good sampler of 
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 is not a good sampler of B.

e.g. Suppose we have two sorted sequences:

3, 4, 11, 12, 19, 20, 21, 24

5, 8, 10, 16, 23, 25, 30, 31

The sorted sequence for the every second element:

4, 8, 12, 16, 20, 24, 25, 31

We can use it to partition the two sequences:





If L is a good sampler of J and K, then we can use L to partition J and K into 
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There are at most 3 elements in 
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Why is a type 2 merging valid?
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M(X,Y): the result of merging X and Y.

＜Lemma 1＞If X and Y are good samplers of X’ and Y’, then M(X,Y) is a good sampler of both X’ and Y’.

Type 2 merging:

Step 1: Merge 
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Step 3: Merge 
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 using M(F2(xa),F2(xb)) as a good sampler.

＜Lemma 2＞If X and Y are good samplers of X’ and Y’ respectively, then between r consecutive elements in M(X,Y), there are at most 2r+2 elements in M(X’,Y’).

Proof: r elements : 
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Case 1: 
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Case 2: 
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□
＜Lemma 3＞If X and Y are good samplers of X’ and Y’ respectively, then 
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Proof: Between k+1 consecutive elements in 
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, there are 4k+1 elements in M(X,Y), and there are at most 2(4k+1)+2=8k+4 elements in M(X’,Y’) (by Lemma 2). 
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□
Why is a type 1 merging correct?










Suppose that 
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＜Theorem 4＞The time complexity of Cole’s algorithm is 
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Proof: At time t=3i, nodes in 

 are inactive, each node in 

, there are 

 elements being assembled by the type 2 merging, each node in 

, there are 

, elements begin assembled by the type 1 merging.

＃of processors used for each node in 
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, where c is a constant.

＃of processors for 
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＃of processors for 
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＃of processors for 
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＝＞total ＃of processors: 


It is similar for t = 3i-1 and t = 3i-2.
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